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Abstract

This paper presents a new global optimization
algorithm specifically taylored for inverse re-
flector design. In these problems, the goal is
to obtain a reflector shape that produces a
light distribution as close as possible to a user-
provided one. The optimization is an iterative
process where each step evaluates the differ-
ence between a reflector illumination and the
desired one. We propose a tree-based stochas-
tic method that drives the optimization pro-
cess, using some heuristic rules, to reach a
minimum below a threshold that satisfies the
user-provided requirements. We show that our
method reaches a solution in less steps than
most other classic optimization methods, also
avoiding many local minima.

1 Introduction

This paper presents a new optimization
method for the inverse reflector design prob-
lem. This problem focuses on solving a prob-
lem from reflector manufacturers (e.g. street
lamps or car headlights) that arises when they
do not know what shape the reflector must
have to produce a desired illumination. These
kinds of reflectors are specular reflecting sur-
faces made by a pressing procedure. The re-
flector and the bulb light source are embedded
inside a holder (see Figure 1). The light source
is represented by millions of light rays, and to-
gether with the holder, represent initial con-
straints specified by the manufacturer. The
usual adopted solution is to produce a large
set of reflectors and test each one in an iter-

ative process until the desired illumination is
obtained. This method has high manufactur-
ing costs, so it has to be done by experienced
users with a deep empirical knowledge.

In recent years there have been some pro-
posals to solve this kind of problems. These
solutions are focused on computing the reflec-
tor lighting in a very fast way, allowing to
check a huge set of reflectors in a short time.
This checking is performed using classic opti-
mization methods, like brute force algorithms.
These methods define a function that evalu-
ates the current reflector shape and returns a
difference value between the current and the
desired illumination, trying to obtain a global
minimum value. However, this solution im-
plies high computational costs due to the size
of the search space.

We propose a new specific optimization al-
gorithm that allows to reach the global mini-
mum in a fast way. A tree is constructed on
the fly, where each node is the evaluation of
a reflector shape. We use a GPU based ray-
tracing algorithm to calculate the illumination
of each reflector and to evaluate the differ-
ence function. The new tree branches are con-
structed from the stochastically selected nodes
following heuristic rules. The goal is to suc-
cesively refine the reflector shape in regions
where it produces the best results and where it
better approaches the global minimum, avoid-
ing to fall on local minima. When we are close
to the solution, a classic local search optimiza-
tion algorithm is started to faster reach the
minimum.

The rest of the paper is organized as follows.
We discuss the previous work in Section 2. We
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present the problem formulation in Section 3,
following an overview of method in Section 4.
Next, in Section 5 it is described the algorithm
to construct the stochastic tree. Then we show
the results in Section 6 and discuss them in
Section 7. Finally, conclusions are presented
in Section 8.

Figure 1: General configuration of a reflector and
a light source inside the holder box.

2 Previous Work

The method presented here is specifically in-
tended to solve the inverse reflector design
problem. This kind of problems can be classi-
fied as an Inverse Geometry Problem (IGP)
[13] in the context of inverse lighting prob-
lems, where we have to find the reflector shape
that produces the desired lighting distribu-
tion. In [3] and [10], they presented two so-
lutions for local lighting cases. [12] and [14]
presented a solution for global illumination,
but with many drawbacks, such as only being
able to work with reflectors with low geomet-
rical resolution, non-realistic bulbs and high
computional costs in time that required several
minutes for computing the light distribution of
a single reflector. More recently, [1] presented
a solution for NURBS-based reflectors. In [9]
it was presented a new GPU-based method to
compute the outgoing light distribution of a
reflector working completly in the GPU, and
computing milions of rays thanks to a hier-
archical structure for high resolution reflector
geometry. Althought the method provided in
[9] was faster than the one in [12], being able
to compute the lighting distributions in just

a few seconds, the optimization algorithm re-
mained the same. In both approaches, a set
of reflectors are checked to get the best one
with a brute force algorithm, which is a slow
generic method to minimize a function.

There are many local optimization methods
to minimize a function The most commonly
used is the conjugate gradients algorithm [15]
that calculates function derivatives to know in
which axis the function decreases faster. The
Tabu Search algorithm [4] looks for the solu-
tion avoiding repeating already checked search
paths, managing a list of tabu cases. The
Hooke & Jeeves algorithm [5] is a kind of con-
jugate gradients algorithm, but avoiding the
calculation of the derivatives, replacing them
with a few function evaluations for each opti-
mization step.

There are some methods that use knowledge
of the function to try to reach a solution faster.
The algorithms based on perturbation theory
apply small offsets to parameters of a function
that is difficult to solve, transforming it to a
polynomial form. The linear and non-linear
programming methods optimize an objective
function using constraints on different parts
of this function. But none of these methods
guarantee the convergence in a finite time to
the optimal solution of a non-convex problem
like the one we are focusing here. Also, we do
not have any a priori knowledge of the func-
tion.

On the other side, there are global optimiza-
tion algorithms. These can be classified as
deterministic, stochastic or heuristic methods.
The Branch & Bound algorithms [7] is a de-
terministic kind of global optimization method
that creates a tree, where each node repre-
sents a function parameter bound that is split-
ted to create the children nodes. This algo-
rithm needs a function estimator to compute
each node bound and discard tree branches.
Therefore it also needs knowledge of the func-
tion to calculate a tight estimator. The Stim-
ulated Annealing [6] is a stochastic kind of
global optimization method. This is a vari-
ant of the Metropolis algorithm, so it is based
in the movement of the current solution in the
search space to a neighbour only if it is bet-
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Figure 2: Scheme of the node evaluation system.

ter than current one. This movement is based
on the combination of all function parameters,
so there can be a huge number of combina-
tions. The Tree Annealing algorithm [2] is a
variant of Stimulated Annealing, and is used
to fit noisy data, and converge to the solu-
tion in a piece-wise function. The heuristic
methods use some known information about
the function to increase the efficiency of a de-
terministic or stochastic method. There are
other methods that combine classic ones, like
the Clustering methods [8], that create clus-
ters on the search space, finding local minima,
and choosing the best one.

The algorithm proposed in this paper be-
longs to the stochastic familly of global op-
timization methods, as it uses heuristics to
reach in a fast way the optimal solution.

3 Problem formulation

In this section we will show the problem formu-
lation, defining the function to be optimized
and explaining the function evaluation system.

3.1 Function to optimize

The goal of the optimization is to obtain the
reflector that produces a light distribution as
close as possible to the desired light distri-
bution. The reflector shape is created using
a function r(

−→
P ) from a predefined family of

functions, such that

r :: RN → S
−→
P ∈ RN

where
−→
P is a vector of N parameters in the

function domain, and S is the space of reflec-
tor shapes. We define the function l(r(

−→
P ))

that returns the light distribution of reflector
defined by

−→
P , such as

l :: S→ L

We also define

L(
−→
P ) ≡ l(r(

−→
P )) L :: RN → L

where L is the domain space of light distribu-
tions. We define a function f that returns the
difference between a given reflector light dis-
tribution and a desired light distribution, such
that

f(
−→
P ) = diff(L(

−→
P ), LDesired)

f :: RN → R
where LDesired is the desired light distribu-
tion, and diff(A,B) :: L2 → R is the differ-
ence between the light distributions A and B.
The difference is computed in l2 metric, such
as

diff(A,B) =

vuut MX
i

(Ai −Bi)2 A,B ∈ L

where M is the number of directional compo-
nents of the discretization of L. Ai and Bi are
the light distribution energies of A and B for
the directional component i of L. Therefore,
we have to calculate a value q ∈ RN for the
domain of f in order that

q = min−→
P
{f(
−→
P )}



3.2 Reflector Evaluation

To evaluate f we use an algorithm with three
steps (see Figure 2). First, the reflector is cal-
culated, evaluating r. Second, the illumina-
tion is calculated from the reflector and a given
light source computing L. Third, the desired
and resulting light distribution are compared
using diff .

Since we need to calculate f many times,
the evaluation must be fast enough. The most
time consuming step is the lighting calculation
L(
−→
P ), because we are using light sources with

millions of rays. Therefore, an optimized ray
tracing algorithm, from the light source bulb
to the reflector, is a good way to perform this
step rapidly and accurately.

We use a ray tracing engine based on
NVIDIAR© OptiX

TM
system [11]. This is

a programmable pipeline to achieve fast ray
tracing results on the GPU. OptiX imple-
ments some optimized geometry structures
for ray tracing on the GPU, such as kd-
trees or BVHs, and incorporates algorithms for
traversing these structures in a fast way.

After L(
−→
P ) is calculated, the light distri-

bution rays are classified in a histogram. This
histogram is compared with the previously cre-
ated histogram from LDesired using diff . The
differences are computed in l2 metric. Both
steps are also calculated on the GPU.

The overall system permits the evaluation
of a reflector in less than one second.

4 Overview

The objective of this algorithm is to obtain a
reflector that produces a light distribution as
close as possible to the desired light distribu-
tion in a rapid way.

The algorithm searches parameters in RN

space for the best combination such that it
produces a reflector that minimizes the func-
tion f . To do it, the method is based on
the construction of a binary tree, where each
tree node represents a reflector where the func-
tion f is evaluated. In each tree construction
step, an already created node is choosen in a
stochastic way, using heuristics based on node

evaluation and current statistical information
of surrounding tree nodes. The choosen node
is replaced by two children nodes that are cre-
ated. These nodes contain all the same pa-
rameter ranges as their parent except for one,
that is splitted in two subranges. For each
new nodes, we use an heuristic, based on its
ancestors, to choose what parameter range to
split. Since we evaluate the nodes after they
are created, and because we are using a greedy
breadth-first search algorithm, we do not need
to construct the full tree structure. The pro-
cess stops when a node evaluation result is be-
low a user termination threshold. However,
when the choosen node is close enough to a
minimum, or when the parameter space size
is smaller than a user defined threshold, a lo-
cal optimization method is used to converge
in a rapid way. In this case, the choosen node
becomes a tree leaf. If the minimum found
by the local optimization process is under the
user termination threshold, the process stops.
Otherwise, the process continues choosing a
new tree node.

5 Tree construction

As mentioned in the previous section, the tree
is lazily created. On each optimization algo-
rithm iteration, a tree branch is choosen de-
pending on a greedy breadth-first search algo-
rithm. It depends on two stochastic selections:
the node selection and the selection of param-
eter space to split. To better guide the process
in order to obtain good rates in the optimiza-
tion convergence, we use a set of heuristics on
both stochastic selections.

Now we are going to explain the node se-
lection process, and after that the parameters
splitting mechanism.

5.1 Node selection from the tree section

Each time a node is created it is stored into
a list called “tree section”, which is a sorted
list where all current tree leaves are stored
and sorted by their evaluation values. When
a node is selected, it is removed from the list,
and the two new children nodes are created



and stored into the list.
The tree section objective is to help on the

decision of what node to choose to continue
the optimization. The simple node evaluation
is not enough to decide if we are approach-
ing to the global minimum or not. We should
also consider the differences between the cur-
rent evaluation and the last evaluated values
to get information about how we are approach-
ing a minimum. But we cannot know if this is
a local or global minimum. However, we can
use the information of already created nodes
to know how the function f behaves on differ-
ent parameter ranges, and decide what domain
zone is more suitable to be a global minimum.

For each tree section node, we calculate a
weight value. Then, the list is sorted by the
node evaluation values multiplied by their re-
spective weights. This weight is the linear
combination of three weights, that are esti-
mations of how close the current node is to
a minimum.

The first weight, named wdiff , represents
the difference between the current node and
the parent node evaluation values, so

wdiffi =
max(f(Ppari)− f(Pi), 0)

maxVal
·weightDiff

where f(Ppari) is the evaluation of the parent
node, maxVal is the maximum accepted node
evaluation value, and weightDiff is a factor for
controlling the importance of this difference.
The nodes with greater evaluation values than
maxV al are stored at the end of the tree sec-
tion with a weight value of 0. We cannot sim-
ply discard these nodes because the parameter
values used only are representative values of
their ranges. Therefore, these nodes are con-
sidered after all the other suitable branches are
processed. For the other nodes, if wdiff is high
it means that f(Pi) is on a steep slope of the
function, thus we are approaching faster to a
minimum (see Figure 3)

The second weight, named wdensity, repre-
sents the density of nodes around the current
one, so

wdensityi =

„
1− neari

NTreeNodes

«
· weightDensity

minError

maxVal

p

f

f(Pparent
i 
)

f(P
i 
)

0

Figure 3: The wdiff weight allows the selection of
nodes that are approaching faster to a minimum

where neari is the number of nodes in a
neighborhood of node i (we get the nodes
using an Euclidean measure distance and a
user specified maximum distance), NTreeNodes

is the number of current tree nodes, and
weightDensity is a factor for controlling the im-
portance of this density. If the density is high,
it means that the current parameter range
contains a lot of evaluated nodes, so wdensity

should be low because we consider that the
region has been evaluated enough (see Figure
4).

minError
0 p

f
near nodes distance

Figure 4: The nodes with less near nodes have
higher wdensity values.

The third weight, named wstdev, represents
the variance on evaluation values of nodes



around current one, so

wstdevi =

„
stdevi

neari · (maxVal ·meani)
2

«
·weightStDev

where stdevi is the standard deviation of the
evaluation values of the near nodes, meani

is the mean of evaluation values of the near
nodes, and weightStDev is the factor to control
the importance of this variance. If the current
parameter domain region has low variance, it
probably means that the function is nearly flat
in this region, so it might imply there is not
any minimum. In this case, wstdev should to
be low (see Figure 5).

minError

0 p

f

standard deviation of near nodes

Figure 5: The nodes with greater standard devia-
tion on near nodes have higher wstdev values.

The final composed value is normalized to
avoid biased data, so the weighted evaluated
value vi for node i is

vi =

„
1− f(Pi)

maxVal

«
· wi (1)

wi =
wdiffi + wdensityi + wstdevi

weightDiff + weightDensity + weightStDev

The node selection is performed stochastically
by importance sampling. Note that this ran-
dom selection avoids focusing the optimization
progress only on one tree branch, so the op-
timization always considers a set of possible
minmima at the same time.

5.2 Node param space splitting

For each parameter, a range is defined and
stored in each node. Initially, these ranges are

the domain of each parameter space, that are
taken from the initial constraints for the RN

space. Since we need a
−→
P ∈ RN to evaluate

f , the central values of each parameter range
are used.

−→
P = {p0, ..., pi, ..., pN}

pi =
dimin + dimax

2
pi ∈ [dimin , dimax ]

where dimin and dimax define the range of pa-
rameter pi.

When a node is selected from the “tree sec-
tion”, two new children nodes are created.
Then, a parameter pj is choosen stochastically
from

−→
P , and his range is splitted in two equal

parts, creating two new vectors named
−−→
Pleft

and
−−−→
Pright, that are assigned to the created

children nodes.
−−→
Pleft = {p0, ..., pjleft , ..., pN}

−−−→
Pright = {p0, ..., pjright , ..., pN}

pjleft =
djmin + pj

2
pjleft ∈ [djmin , pj ]

pjright =
pj + djmax

2
pjright ∈ [pj , djmax ]

We use an heuristic based on node ances-
tors to choose pj . For each node we store a
vector

−→
H , named “history vector” of size N ,

where each entry contains information about
one parameter. This vector provides the infor-
mation of the minimization progress in func-
tion of previously choosen parameters in the
same tree branch. Initially, a random vec-
tor index is choosen from the root node his-
tory vector to split the parameter range of the
first children nodes. Next, when new children
nodes are created and evaluated, the history
vectors of each one are cloned from its parent
node. Then, the vector entry with same index
than the previous choosen one on the parent
node is updated with the difference between
the current and parent node weighted evalua-
tion value v(

−→
P ) (see Equation 1) :

−−−→
Hpar = {h0, ..., hk, ..., hN}
−−−→
Hleft = {h0, ..., h

′
kl
, ..., hN}
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Figure 6: Example of parameter selection with 3 parameters. The color cells are a representation of the
parameter ranges. The function v(p1, p2, p3) is the node weighted evaluation on the three parameters. The
gray vector cells are the choosen parameters for each node.

−−−−→
Hright = {h0, ..., h

′
kr
, ..., hN}

with
h′kl

= v(
−−→
Ppar)− v(

−−→
Pleft)

h′kr
= v(
−−→
Ppar)− v(

−−−→
Pright)

where
−−−→
Hpar and

−−→
Ppar are the history and pa-

rameter vectors of parent node,
−−−→
Hleft,

−−→
Pleft,−−−→

Lright and
−−−→
Pright are the history and param-

eter vectors of the left and right child nodes
respectively, and k is the previous selected pa-
rameter index of parent node.

To choose the parameter range to split, we
use the history vector to perform a stochastic
selection by importance sampling, giving more
priority to parameters with greater difference
values. Therefore, we give more importance to
parameters that previously have had greater
differences with their parents, which means
that the optimization progress with these pa-
rameters approaches faster to the minimum.

In Figure 6 there is an example of the pa-
rameter selection. The example shows a tree
parameter selection with N = 3. At the
root node the first parameter is choosen and

splitted in two new children nodes named left
and right nodes (each one contains

−−→
Pleft and

−−−→
Pright respectively). Then, the two new nodes
are evaluated, and the differences between the
weighted values of each one and its parent are
stored in the first history vector entry of each
new node. When the right node is choosen
from the tree section list, the first parame-
ter is selected again and splitted to create its
two new children. When the new left node is
choosen in turn, the first history vector entry
value is smaller. This means the previously
choosen parameter does not carry significant
changes with respect its parent, so we are not
approaching to a minimum in a fast way. In
this case, the algorithm chooses other parame-
ters that previously produced similar or better
approaches to a minimum, selecting stochasti-
cally the second history vector entry, and split-
ting the second parameter.

5.3 Local search

As we already mentioned, there are many
methods to perform a local search, like the



conjugate gradients algorithms. We have
choosen the Hooke and Jeeves method [5] [1]
beacuse it is fast, like other conjugate gradient
algorithms, and it is not necessary to calculate
the derivatives of the function, replacing them
by a few function evaluations. Moreover, this
method is fast achieving the minimum if start-
ing values are near it. When the selected node
error is near to the user defined threshold, the
local search process starts using the current
minimum error node parameter values. The
process stops when it reaches the global min-
imum, or when the offset is small enough to
be able to address that the current local min-
imum is not the desired minimum. If the de-
sired minimum is not found, the whole tree
node is discarded.

6 Results

We have tested our method with three test-
cases. The first one, called Model A, uses the
basis function

r(
−→
P , x, y) = p0x

2 + p1y
2 + p2 (2)

to construct the reflector, where x, y ∈
[−0.5, 0.5] to match the holder boundary. The
light source is a sphere of radius 0.05 mm
placed at (0, 0, 0) mm. The emittance is a co-
sine distribution with 1100 lumens. The sec-
ond test-case, called Model B, uses the basis
function

r(
−→
P , x, y) = p0 ∗ (−| sin(y/π) ∗ (p1 ∗ sin(x/π)−

−p3 ∗ (1− | cos(p4 ∗ x/π)|))|) (3)

to construct the reflector, where x, y ∈ [0, 10]
to match the holder boundary. The light
source is a sphere or radius 0.5 mm placed at
(5, 5, -0.5). The emittance is a cosine distri-
bution with 2500 lumens. The third test-case,
called Model C, uses 7 control values to de-
fine the geometry shape of a real-case reflec-
tor. The light source is a cosine emittance of
28000 lumens on a cylinder of length 65 mm
and radius 4 mm, placed along the main re-
flector axis.

The desired lighting and optimization re-
sults for each case are shown in figures 7, 8

Figure 7: Results for our Model A. At the left,
the desired lighting. At the right, the optimiza-
tion result. From the top to the bottom, the IES
representations, a render projection of lighting dis-
tribution, and the reflector shapes. These shapes
are constructed using the parametric function (2).

and 9 respectively. For each one is shown
the desired and resulting lighting in IES for-
mat. Also, a render of the lighting projec-
tion is shown to helps to better understand
how the lighting is. Finally, we can observe
the reflector shape with the initial parameter
values and the obtained parameters after the
optimization. The differences between desired
lighting and obtained lighting are quite small,
in all cases below 4% (see Table 1)

The overall optimization times, number of
processed reflectors and relative errors are
shown in Table 1. Is also shown the number
of local searches processed. We have used a
2x106 ray set size for Model A, and 1x106 for
the others. The lighting calculation for each
reflector lasts, in average, around 200 ms for
all cases. The evaluation of l2 for each final
lighting distribution lasts around 70 ms in av-
erage. Considering some extra time to com-



Model Reflector Parameters Tested Local Optimization Relative
triangles reflectors searches time (sec.) error (%)

A 19796 3 637 1 182 1.08
B 19404 4 3172 2 770 0.32
C 16200 7 1431 2 390 3.7

Table 1: Optimization results for all tested cases.

Figure 8: Results for our Model B. The image
structure is the same than Figure 7. The reflec-
tor shapes are constructed using the parametric
function (3).

pute the reflector shape, less than 300 ms are
needed in average to compute the final f(

−→
P )

value.
The same cases are tested using a brute

force optimization algorithm [9]. The results
are shown in Table 2. The number of tested re-
flectors and, in consequence, the time to reach
a solution are exponentially related with the
number of parameters, as the brute force algo-
rithm tests all parameter combinations. Also
the relative errors tend to be larger because
the local search method used in our algorithm
approaches to the minimum with more preci-

Figure 9: Results for our Model C. The image
structure is the same than Figure 7. The reflector
shapes are constructed modifying 7 control param-
eters. This kind of reflector is based on a real case.

sion than what is possible with the the brute
force algorithm.

Model Tested Optimiz. Relative
reflectors time error (%)

A 39965 2h 52m 1.09
B 75486 4h 43m 0.54
C 772677 53h 21m 11.62

Table 2: Optimization comparision with Table
1 using a brute force optimization algorithm.



7 Discussion

As shown in the previous section, the opti-
mization is very fast, and returns reflectors
that generate lighting distributions very close
to the desired ones. The main bottleneck of
the method is the ray tracing calculation for
each reflector. On the other hand, the OP-
TIX system has a very good ray tracing per-
formance in comparision with other methods.
Therefore, we have to focus on the optimiza-
tion tree construction and nodes selection.

The key of the optimization method is the
node selection and splitting. The weighted
evaluations gives us an heuristic way to do
it. It is important to cover all the parameter
space domain, but focusing on suitable min-
ima. This way, this is not too far from the
kd-tree axis subdivision space idea, so we can
guarantee that all of parameter domain space
is covered. The selection of user thresholds
and weights is relevant. We believe that more
heuristics could be used to help the user to
choose these control values.

8 Conclusions and Future Work

We have presented an optimization method
for a inverse reflector design problem. The
method is based on stochastic tree, driven by
heuristic rules. Each optimization step eval-
uates the difference between current reflector
shape illumination and desired one. This eval-
uation is done using a fast GPU raytracing
method. The minimum that satisfies the user
provided requirements is reached in minutes
and with less evaluations than with most other
classic optimization algorithms. Also, many
local minima are avoided.

We consider, as future work, to parallezize
the optimization algorithm, using GPU tools
such as CUDA, to allow the processing of mul-
tiple tree-branches at time.
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